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Introduction 
IQT helps organizations find the best technologies to protect the information with which they are 
entrusted. But citizens and policymakers lack such an advisor, even as they are increasingly asked 
to share their personal data with organizations. This technology primer aims to introduce data 
privacy technologies to the non-expert.  

Americans have growing concerns about data privacy in a 
world of data sharing, even though sharing personal 
information may create personal or societal benefits. 
Examples include corporate collection of consumer activity 
or government collection of health data in the service of 
disease contact tracing. Even where citizens voluntarily 
provide data, though, they rightly remain concerned about 
how organizations will protect their privacy.  

Most people lack adequate understanding of what kinds and degrees of privacy protections are 
possible. It is not effective to simply demand data privacy or to require, as do some legal 
standards, that individuals have “reasonable assurance” of privacy protection. To assess what 
protection might be feasible or reasonable in a given context, individuals should understand the 
risks to data and which technologies may mitigate those risks. Otherwise, the best-intentioned 
policies and personal decisions may be ineffectual or even counterproductive.1  

This primer aims to educate citizens and policymakers. Section I introduces different categories 
and privacy technologies, outlining their limitations and tradeoffs. Section II offers a handful of 
use cases to illustrate how different elements of privacy technology interact with one another.  

Section I.  Risks and Responses 
There are three main types of risk to shared data. Actors generally obtain information you 
have not agreed to give them in one of three ways: 

1. Unauthorized access: gaining direct access to stored information that they aren’t 
supposed to see. 

2. Unauthorized distribution: gaining access to information because it leaves the device 
on which it is stored and is then accessed.  

3. A “Linkage attack”: inferring information they aren’t supposed to see from some use 
– or combination of – external data that they are allowed to see.  

Privacy technologies apply to shared data require what can be called “partial trust”. Traditional 
data protection technologies (such as at-rest encryption, two-factor authentication, endpoint 
security) are “full” or “zero” trust technologies. In other words, I don’t trust you at all, and 

 
1 To illustrate why technical knowledge is so critical, consider the European data privacy requirement that individuals 
retain the right to rescind permission for use of their data.  The normative soundness of the principle is undermined in 
practice by the technical difficulties of tracking data lineage, defining what rescinding permission means in the case of 
collectively merged data, and assessing the impact upon the validity of data analysis. 

“Americans have growing 
concerns about data privacy 
in a world of data sharing… 
Most people lack adequate 
understanding of what kinds 
and degrees of privacy 
protections are possible.”      
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therefore you don’t get access to my data (e.g., I encrypt it), or I trust you completely, and 
therefore give you full access to my data.  

“Partial trust” privacy technologies mean you give up some information in order to benefit from 
the process of sharing information. For example, you collaborate with an entity to build a machine 
learning model using your data as well as data from another entity. In the partial trust example, 
both parties know the context of the modeling effort, and the results of the model, but they 
cannot see each other’s data. Similarly, in publicly releasing a statistical report, the public knows 
the content and context of the report. But in the partial trust example, the data is released in a 
form designed to prevent anyone from reverse engineering private information about the 
individual records that were used in the report. 

There are three basic categories of technologies to enhance privacy: anonymization, 
encrypted computation, and remote execution. Different categories, and different privacy 
technologies within each category, are better for mitigating different types of risk or addressing 
specific types of data. Some can be used in conjunction with one another to increase privacy, 
though absolute privacy is likely unattainable. In addition, additional implementation issues such 
as resources, capacity, and time may render particular privacy approaches impractical depending 
upon the data and the use case. Accordingly, it is not possible to recommend a single “best” 
partial trust privacy solution in the abstract.  

Category #1: Anonymization  
Anonymization is a general category of techniques to obfuscate or remove specific information 
(such as personally identifiable information) from data, while still allowing users to access the 
underlying information of interest. Anonymization efforts evolved from early “de-identification” 
techniques to techniques powered by “differential privacy” (invented in 2006). More recently, use 
of synthetic data has become popular. These technologies involve different degrees of 
“interference” or “alteration” of the underlying information.   

Actors might use anonymization techniques to: 

• Release aggregate statistics without revealing component data  
• Share a machine learning/statistical model developed from data you do not wish to 

reveal  
• Allow a third party to analyze or learn from data  

Anonymization Technologies: 
• De-identification Techniques: These are the earliest methods developed to protect 

information. They include masking or redacting (obscuring physically), swapping 
(literally swapping analogous pieces of information in different record sets) or removing 
pieces of information from records.  
 
In certain use cases involving images, such as hiding faces or license plates, de-
identification remains the best solution currently available. However, de-identification 
techniques remain highly vulnerable to a “linkage attack.”  A linkage attack is one in 
which aggregate statistics, patterns, or models are used to infer the underlying 
“anonymized” data or to match that underlying data with external data from other 
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sources, thereby removing the data protection. For example, a researcher working with 
1990 Census data was able to re-identify 87% of the U.S. citizens by using just their zip 
code, gender, and date of birth. This prompted the Census Bureau to adopt differential 
privacy techniques (see below).2  
 

• Differential Privacy: This has become today’s preferred data anonymization 
technique. Still relatively young, it faces limitations (e.g., it’s not yet very effective with 
images). Ongoing refinement of this technique suggests that differential privacy will 
remain the future core of de-identification.  
 
Essentially, differential privacy uses a specific formula to add “noise” to data. The noise 
is inserted pursuant to a mathematical formula that allows measurement of the effects 
on an external party’s ability to reidentify any single record in the data. In other words, 
the noise is not random in the popular meaning of the word. This technique allows the 
noise to extend to downstream computation, making aggregate statistics or a model 
better able to withstand a linkage attack.  
 
The additional level of noise inversely affects the degree of privacy and the fidelity of 
data results. The more noise added, the greater privacy protection; adding too much 
noise may perturb the results of the data analysis. Differential privacy thereby allows the 
user to balance or prioritize the two effects depending upon the use case. For example, 
if you want to issue a report with aggregate statistics while protecting the identities of 
the underlying data, you could choose, through the level of noise you apply, how much 
to prioritize accuracy or privacy protection.  
 

• Synthetic Data: This technique artificially generates data that preserves the statistical 
patterns in the underlying (real) data. The fact that the presented synthetic data are 
artificial reduces privacy concerns. However, synthetic data are unable to replicate every 
statistical property of the underlying dataset. Some data will be lost or distorted, which 
in turn affects accuracy. When creating synthetic data, users must decide which data 
elements to prioritize in order to preserve the most relevant statistical patterns. This 
technique currently works best for structured data (e.g., tables of data) because it is 
easier to understand the distortions that may occur. Distortions are less predictable 
when creating synthetic unstructured data (e.g., images, text, audio), although 
researchers are working on this problem. 
 
Synthetic data can be combined with differential privacy techniques. The prime example 
is using differential privacy to “train” the synthetic data generator, allowing the 
generated synthetic data to retain differential privacy properties. However, the data will 
still be imperfect.  
 
When the U.S. government releases data, it may use differential privacy to generate 
representative synthetic data so that individuals can perform their own modeling work 

 
2 https://dataprivacylab.org/projects/identifiability/paper1.pdf 

https://dataprivacylab.org/projects/identifiability/paper1.pdf
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using the public data. This would be a case in which distortion of the data is considered 
preferable to not providing access to a version of anonymized information.  

Category #2: Encrypted Computation  
Encryption computation is a relatively new category of privacy technologies that allows 
computation on encrypted data. Traditional encryption techniques protect data while it is at rest 
(i.e., sitting on a hard drive) or while it’s being transmitted over the internet. In those cases, 
meaningful computation still requires decryption, allowing whoever is doing the computation (or 
has access to that computer) to see the data. Standard encryption cannot protect data while it is 
in use.  

Encrypted computation technologies, however, keep data private while allowing computations to 
be performed on the data. Unlike anonymization (with its noise that muddies results), encrypted 
compute allows for exact computations. Yet exact computations could allow anonymity to be 
compromised through a linkage attack. In theory, encrypted computation technologies can be 
used in concert with anonymization techniques, although this choice comes with associated costs.  

Actors might use encryption for:   

• Private “prediction” (sending data to a third party for computation without that third 
party seeing either the input data or the output result);  

• Private information retrieval (querying data without allowing the data owner to see the 
query or result); or 

• Private “set intersection” (identifying common data held by separate parties without 
revealing data to the other parties).   

Encrypted Compute Technologies 
• Homomorphic Encryption (HE): This enables meaningful computations without 

having to decrypt data first. However, working on homomorphically encrypted data 
requires extensive additional computation. These time and resource requirements 
remain a deterrent to its use, although open source libraries to improve these processes 
are in development. Homomorphic encryption avoids the risks of decryption. For data at 
rest, however, traditional encryption is still an appropriate security measure.  
 

• Secure Multiparty Computation (SMC): This is a collection of technologies that 
enables multiple parties to work on a computation together while keeping their inputs 
private. A common illustration is “Yao’s millionaire problem” where two millionaires want 
to know which one is richer without having to expose how much money each has to the 
other person. Secure multiparty computation sets up a protocol for concealing and 
aggregating input data in such a way that it computes the correct answer while keeping 
input data private. 
 

• Trusted Execution Environment (TEE): This is isolated hardware – either physically 
isolated or isolated by design characteristics – used to perform sensitive computation. A 
TEE is a method to enable secure multiparty computation. Often called an “enclave”, the 
TEE is comprised of a specific processor that uses encryption to protect data while it is 
being computed upon. For example, a TEE might be used to protect a key used in a 
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public key infrastructure environment; the real key would be encrypted, decrypted, and 
used only in an enclave, while a related common key would be shared among parties.  
To maintain the isolation of the data, a TEE requires specialized hardware (frequently a 
modern Intel, AMD, or ARM processor), takes more time to compute because of 
decryption/encryption, and adds complexity to the workflow. Standards for TEE work are 
gradually being developed; nonetheless, the inherent competition among hardware 
vendors means that these practices are likely to remain fractured.  

Category #3: Remote Execution  
Remote execution technologies enable computing on data where the data lives (say, a phone), 
rather than relying on external computers to perform functions. It enables users to do more of 
their own computing with less compute power. While power is currently a limiting factor, the 
ability to compute remotely, or “at the edge”, is improving rapidly. To illustrate remote execution, 
think of your phone sending text message data to an external computer that returns autocorrect 
suggestions in near-real time. The data leaves the phone in order to be “computed.” Remote 
execution would allow the mobile phone itself to perform that function, so data wouldn’t need to 
leave the phone. This decentralized approach allows computations to be performed privately by 
the data owners, who can then share the results without revealing the underlying data. 

Actors might use remote execution for: 

• Computing privately on data that is necessarily siloed (as in different banks’ financial 
records that cannot be combined for regulatory or other reasons), or 

• Computing privately on data on an embedded device (like an individual web browser) or 
a mobile device.  

This approach to data privacy could become increasingly important given the predicted expansion 
of an Internet of Things in which inanimate objects capture increasing amounts of personal data. 

Remote Execution Technologies 
• Federated Machine Learning: This is a process for training a machine learning model 

from independent, privately held data sources. Local updates to the model are made 
where the data is stored and then combined in a central location. There is no need to 
share or pool the data itself. Federated machine learning is one means of performing 
SMC and it can be combined with differential privacy to better protect against linkage 
attacks. So, for example, it would help two banks create a shared fraud detection 
algorithm, without sharing their own data with each other or with a third party. In this 
cooperative model, data stays on its server, both parties compute part of the model, and 
then the data are combined.  
 

• On-Device Computation: This reverses the typical cloud-compute model in which 
data is sent to the service provider for computation. In on-device computation, a remote 
actor sends information to the device and the computation is performed on the data 
residing on that device. In addition to enhancing privacy, this approach can increase 
bandwidth and power efficiencies because the device can aggregate the desired data 
rather than reporting individual data points. Examples include “wake word” detection for 
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smart home assistants and COVID-19 exposure alerts from Apply and Google. As noted 
above, the computational limitations on remote devices remain a constraint.  

Section II. Privacy Technologies 
The following three examples illustrate how different privacy technologies interact in various use 
cases.  

Example 1: Government Surveys with Differential Privacy and Synthetic Data 

 

Example 2: Mobile Behavior Analytics with Federated Learning 
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Example 3: Machine Learning as a Service with Homomorphic Encryption 
 

 

 

--- 

 

Tommy Jones is a Senior Technology Architect at IQT, and the Vice President of Data 
Community D.C., a non-profit that organizes data science related events in the Washington D.C. 
area. He contributes to open source software, having authored several packages for the R 
language, and has held technical and leadership roles with previous employers in the 
automobile industry, public policy, and technology startups.  
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