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We think not. While there have been notable changes 
throughout the industry, the drivers behind these 
changes have been in play for some time. The 
Cloud phenomena has been more evolutionary than 
revolutionary. There is also reason to believe that this 
transformation is still very much in its adolescence, 
with substantial changes still ahead. The wise 
strategists will identify when to use these evolving 
technologies, and perhaps just as important, when 
not to. With the rapid growth of data sources and data 
holdings, the pressure to do more with less, and a 
dizzying set of claims regarding what is possible, it  
has never been more important to separate the fact 
from the fiction.

The Only Constant is Change

You needn’t be an IT professional to notice the seismic 
changes occurring within the IT industry. Compaq, 
DEC, SGI, and SUN Microsystems are all names of 
the past. 2010 saw Apple surpass Microsoft as the 
highest valued technology company in the world. 

DEMYSTIFYING  
CLOUD COMPUTING 
By Greg Shipley  

ON OUR 
RADAR

Google now employs over 30,000 people, Facebook 
claims over 800 million users, and Amazon has 
grown from an online bookseller to a data service 
provider for thousands of organizations across the 
globe. Smart phones, now designed to be tethered 
to remote computing farms, possess  features that 
meet and often exceed functionality found on personal 
computers, and will soon eclipse PCs in total units 
sold. Next generation petabyte-scale data processing 
technologies such as Hadoop originated not from 
industry heavyweights like EMC, IBM, and Oracle, but 
from small teams of developers working to solve big 
challenges in an open manner. 

At the heart of each of these changes lies pieces of the 
Cloud Computing paradigm:

Elasticity — Amazon’s retail business demanded vast 
computing resources for seasonal consumer “bursts,” 
but those systems went idle during off-peak periods. 
Embracing a services-centric deployment model and 
figuring out how to scale up and scale down resources 

Cloud Computing has gone mainstream, and by now most people have heard the pitch: 

the IT landscape has forever been changed by improvements in automation, economies 

of scale, developments in “big data” analytics platforms, and advances in virtualization 

technology. Pundits would have us believe that Cloud Computing will revolutionize the 

way computing is done — simply embrace the new paradigm and IT nirvana awaits.  

Few would dispute that serious change is afoot, but is the road ahead really that simple? 



Vol. 3 No. 2 03IQT QUARTERLY FALL 2011

I Q T  Q U A R T E R L Y

led to the creation of Amazon Web Services. Dozens of 
on-demand data products emerged as a result  
of those efforts and they now support thousands  
of organizations. 

Distributed workloads and broad network access —
Apple’s voice recognition technology, Siri, combines 
local device input but limited processing power  
with more advanced processing and data services  
“in the Cloud.” 

Embracing open source models — Amazon, Facebook, 
Google, LinkedIn, Twitter, and dozens of other 
companies have open source technologies at the heart 
of their computing infrastructure, and their businesses 
could not run without it.

Successful organizations have shown the ability to 
embrace and inspire change. Other success factors 
include adoption of open source initiatives, use of 
“off-brand” hardware, rigid standardization, fixed 
workloads, shifts in development processes, new labor 
metrics, and perhaps the most important, a willingness 
to challenge the status quo. These forces might be 
considered “behind the scenes” elements, but without 
them this new IT order could not have materialized. 

Forces at Play

Many Cloud heavyweights have focused on the 
technology areas where the most value can be 
delivered, and have driven the cost of everything else 
down by accelerating commoditization wherever 
possible. This is good news for many IT purchasers, 
but bad news for technology companies sitting on or 
near the commoditization curve.

One vehicle for executing this plan is open-sourcing 
software components that aren't considered 
core intellectual property, and spreading out the 
workload required to maintain these projects. There 
is no shortage of open source poster children: the 

creation of Hadoop at Yahoo, Facebook and Twitter’s 
role in getting Cassandra off the ground, Amazon’s 
use of Linux and the Xen hypervisor, and the large 
assortment of organizations behind OpenStack, to 
name a few. But these efforts have had unintended 
consequences. For example, the openness of the Linux 
operating system, its support for non-x86 based CPU 
architecture, and its subsequent rise in the embedded 
systems space paved the way for it to become the 
Android operating system. We’ve also seen this 
“develop and release openly” approach slowly begin to 
move beyond software.

Several years ago, Google surprised IT professionals 
around the globe when it began releasing select 
information regarding its data centers and server 
designs. At the time, conventional thinking prescribed 
data centers with raised floors, servers from brand-
name suppliers, redundant power supplies, redundant 
disk arrays, and redundant network connections. 
Google decided to forego the traditional data center 
build-out, leveraging industrial shipping containers, 
stripping down systems to only the raw essentials, 
lowering per-server unit costs by avoiding buying from 
the big brands, skipping RAID arrays, eliminating 
redundant power supplies on system boards, and 
even removing the need for chassis enclosures. It was 
different. 

In 2011, Facebook’s IT professionals not only 
embraced elements of Google’s model, they took it a 
step further by designing and open-sourcing the CAD 
diagrams for their hardware system specifications, 
actively encouraging others to contribute to the effort. 
The concept of open-sourcing in Silicon Valley is 
no longer limited to just software; hardware is now 
officially on the table. 

But there is a dark side to some of these dynamics. 
Just as the rise of open source technology can be 
swift, the descent can be equally as stunning. What 

With the rapid growth of data sources 
and data holdings, the pressure to 
do more with less, and a dizzying set 
of claims regarding what is possible, 
it has never been more important to 
separate the fact from the fiction.
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happens if the primary contributors for an open 
source initiative all work for the same organization? 
What happens if that organization switches directions, 
re-prioritizes, or abandons the project? What happens 
to the cost of a software or component if the project 
becomes orphaned and the organization now using it 
has to foot the bill for further development? The health 
of an open source project is directly related to the 
resiliency of the team behind it.

The Challenge of Assumptions

Cloud Computing technologies and providers alike are 
rarely concerned with legacy systems or data, and most 
are barely over a decade old. Data is often “clean,” as 
it was carefully curated upon ingestion, and providers 
can frequently control what data they will accept. 
Workloads are often static. Applications are designed 
to run on a limited number of fixed components, 
many of which were built within the last decade. In 
general, many of these organizations operate relatively 
unburdened by legacy systems and data sets. 

By contrast, large corporations and government 
agencies don’t have the luxury of living “legacy-
free.” Data holdings are anything but clean, and 
adversaries aren't going to comply with requests to 
standardize. Perhaps most notable, while successful 
analytical processes are critical to many “Web 2.0” 
businesses, the level of mission criticality varies a 
bit from traditional IT definitions. Missing trends 
related to spikes in Cheetos® purchases or failing 
to stream the latest Harry Potter movie differs from 
the ramifications of botching financial transactions, 
disrupting the operation of critical control systems, or 
failing to connect the dots between bad actors.

That’s not to say that Cloud Computing technology or 
providers are unreliable, and as time goes on our worlds 
will continue to move closer together. But assumptions 
must be understood, risks weighed, staffing and support 
factored into the cost equations, and the threat of 
orphaning measured. Some Cloud technologies won’t 
exist within acceptable risk parameters, and some 
amount of adaptation might be required.

The Way Forward 

Critical questions still remain. How do we effectively 
manage risk in these new environments? What is the 
optimal business model for supporting open source 
software, and which companies will get it right? Can 
you realize true cost savings without changing the 
labor part of the equation? Are Cloud Computing 
and Virtual Desktop Infrastructure (VDI) simply the 
second coming of the mainframe? And will we ever 
agree on terminology? 

As we look ahead, we believe there are at least four 
things organizations should consider when weighing 
their Cloud options: 1) Factor in the assumptions and 
new realities. The use and dependence on open source 
technology, changes in labor force dynamics, and 
assumptions about workloads and use cases remain 
critical to the assessment process. 2) Consider the 
labor impact of a technology area. Salaries and skill 
sets are different with many of these technologies, and 
there are far fewer qualified professionals in emerging 
technology areas. 3) Identify and assess the security 
controls that are the most critical. Security controls are 
important in any computing environment, but focusing 
on quality vs. quantity is essential. 4) Question the key 
drivers. Cost is often touted as the primary driver for 
Cloud initiatives, and there is no doubt that, in some 
situations, reductions are achievable. But not in all. 
The IT road is littered with technology transitions that 
delivered improvements but didn’t actually reduce 
costs. Understanding the Total Cost of Ownership 
(TCO) remains essential. 

In the coming year, In-Q-Tel’s efforts in the areas of 
Cloud Computing and Next Generation Infrastructure 
will remain focused on identifying essential Cloud 
“enabling” technologies, studying successes and 
failures, cooperating with technology startups to 
develop optimal business models, and working to 
identify what is accurate, and what is not, on this new 
frontier. There is an opportunity to leverage some of 
these new technologies and models, but we must 
remain smart about not just the what, but the when, 
the where, and the how.  

Greg Shipley joined IQT in 2010 as a Technology Vice President within the Information and Communication 
Technologies Practice, where he is responsible for IQT's Cloud and Next Generation Infrastructure investments.  
Greg also helps guide IQT's investments in information security areas. Prior to joining IQT, Greg was the founder 
and Chief Technology Officer for Neohapsis, an industry leader in information security and IT risk management. 
Greg also ran the Chicago test lab for Network Computing magazine, was a contributing editor for Information 
Week magazine, and spent over a decade testing and reviewing technology on behalf of Fortune 500 companies.
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A LOOK INSIDE: THE 
PROMISE (AND HYPE) 
OF CLOUD COMPUTING  
By Greg Shipley 

This edition of the IQT Quarterly explores the complex and increasingly popular topic of 

Cloud Computing. Cloud technology has been broadly leveraged by the private sector, 

particularly Internet-based businesses, to optimize computing resources, lower costs, 

decrease deployment times, and facilitate data sharing and analysis. 

how functional and non-functional requirements  
affect the unique capabilities and risks of various  
data repositories in an effort to keep up with the 
deluge of data. 

In his article, Scott Guthery addresses Cloud-related 
encryption issues, and provides an overview of 
homomorphic encryption — a method that allows for 
performing computations on encrypted data without 
the need for decrypting it first. Advances in 
homomorphic encryption could play a role in the 
ability of organizations to embrace some riskier 
computing scenarios, but it’s still a young effort with 
much work ahead.

Daniel E. Geer, Jr. bravely tackles the issue of trust.  
He suggests that there is a fine line between sharing 
the right amount of data to forward a project and 
sharing too much, thus compromising it. While 
considering the delicacy of transparency and the 
issues of trust, Geer proposes a model for inter-
agency data sharing.

Finally, an interview with Peter Sirota, General 
Manager of Amazon’s Elastic MapReduce service, 
provides insight into running Hadoop in a virtualized 
environment, an effective convergence of the 
conceptual “data Cloud” (involving Hadoop) with the 
“hosting Cloud” (involving virtualization).

Beyond what our contributors present in this issue, 
there is extensive debate on the value of the Cloud and 
how the Intelligence Community can securely and 
effectively utilize it. We hope that this issue of the IQT 
Quarterly expands that debate and encourages our 
readers to think critically about the true potential of 
the much-hyped Cloud.   

However, implementing some of these technologies 
and approaches within the Intelligence Community 
has proved challenging. "The Promise (and Hype) of 
Cloud Computing" features articles by experts 
considering enterprise-scale Cloud Computing 
technologies, and unraveling some of the challenges 
and opportunities that they present. 

This issue opens with our recent interview with an 
enterprise architect at a Fortune 500 company.  
He provides insight into the company’s multi-year 
push to virtualize its IT environment and begin its 
“Private Cloud” effort. He discusses some of the 
technology decisions his team made during the 
migration and the two things he would do differently 
during the virtualization given the opportunity, 
providing a unique perspective for organizations 
considering similar large-scale projects. 

The interview is followed by Russ Kennedy’s 
discussion of the mass of digital information created 
each day and how some of this data could be useful if 
analyzed in real time. His article provides guidance on 
methods of storing and preserving digital information 
in efficient and cost-effective ways. Kennedy outlines 
the questions that managers of digital data must ask 
themselves when designing future storage 
environments, and sets the tone for how to think 
about maximizing the potential of next generation 
storage technologies.

Robert Ames examines whether we can “stay ahead of 
the wave” of Big Data with NoSQL and other Cloud 
Computing related technologies. He considers how we 
might successfully identify and adopt standards for 
Cloud and analytics infrastructure, and explores  
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PERSPECTIVES FROM A  
FORTUNE 500 DEPLOYMENT  
An interview with a F500 Enterprise Architect

There is no shortage of companies that have started traveling down the Cloud Computing 

path. However, it is often difficult to find unfiltered, real-world stories about these 

initiatives, and even more difficult to gain insight into the successes — and challenges — 

surrounding truly large-scale projects. 

didn't virtualize and consolidate we were going to run 
out of power, cooling capacity, and space within five 
years. We implemented virtualization primarily as a 
capital expense control mechanism, but quickly saw 
the benefits it provided to the physical infrastructure 
environment as well. We initially sold the project on 
cost savings related to physical servers, but today we 
are tracking power and cooling savings as well. 

Did the effort succeed?

Yes. Our server inventory is still growing by more than 
30 percent a year, but the inventory is primarily virtual. 
We’ve reduced our physical host/server growth to 
about 10 percent. Our efforts curbed physical server 
growth, and we have found that virtualized servers are 
now about one-third the cost of physical servers when 
we approach it from a total-cost-of-ownership (TCO) 
perspective. However, while we have contained the 
server sprawl, we have now found ourselves with a 
storage problem: we are currently growing our data 
holdings at about 30 to 40 percent year over year. 
Managing and lowering the cost of enterprise storage 
will be our next big challenge. 

To that end, we had the opportunity to sit down with an 
Enterprise Architect for a large Fortune 500 company 
that embarked on its own virtualization and “Private 
Cloud” initiative beginning in 2006. Our guest agreed to 
discuss some of his team’s experiences from the past 
five years, ranging from how they sold the project 
internally, to what approaches they took during the 
initiative, to what they would do differently given the 
opportunity. What follows is a candid discussion of 
some of the “lessons learned” by this 50,000+ 
employee organization during its journey toward a 
virtualized infrastructure. 

While both the contributor and the company involved 
requested to remain anonymous, we believe there is 
value in capturing this historical look at the decision-
making process and challenges discovered on a 
large-scale enterprise’s road to Cloud Computing. 

IQT: What was the primary driver for 
the initiative?

Enterprise Architect: We were growing our servers at 
such a clip that it worried our management; our 
physical server growth rate was unsustainable. If we 
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Can you tell us about the scope  
of the endeavor?

Our company operates in over 100 countries. We have 
computing resources spread across the globe, but we 
are actively centralizing all enterprise IT services into 
four data centers: one each in the U.S., Europe, and 
Asia, and one disaster recovery facility. The 
virtualization strategy began with U.S.-hosted 
systems, because at the time only U.S.-based systems 
had been consolidated to that region’s data center. 
There is now an enterprise-wide initiative to 
consolidate all servers into the central data centers, 
but it will only occur as servers reach end of life and 
are replaced. The initial scope was approximately 
3,500 servers in the U.S., and there are another 
2,000-2,500 elsewhere in the world.

What technologies were central to 
implementing large-scale virtualization?

First and foremost was VMware’s software, 
particularly its vCloud strategy, which we anticipate 
having future value in shifting compute workloads 
between internal and external centers. They were the 
only platform with the maturity and capability to 
handle our plans. Even so, we had to wait until 
vSphere 4 before we could aggressively move existing 
systems, and even today, the management capabilities 
fall short of what we really need. For example, no 
hypervisor platform, including VMware’s, has effective 
large-scale management capabilities built into its 
architecture. It becomes quite difficult to manage 
thousands of virtual machines without building 
customized tools. Our Infrastructure as a Service 
(IaaS) analysis confirmed this, as every vendor we 
examined had built some sort of custom provisioning 
and management application. Secondary were 
advances in blade technology, and the release of 
Advanced Micro Device (AMD) CPUs that could handle 
large virtual server counts per physical host in an 
economical fashion.

Why VMware?

We felt VMware was far and above the most advanced 
virtualization platform for large enterprises, and we 
still feel that way even today. Xen lags behind, and 
HyperV isn’t crafted for Linux virtualization, which is a 
significant component of our strategy. We also feel 
strongly about VMware’s “vCloud” strategy, as we see 
future value in being able to shift compute workloads 
between internal and external data centers. All of our 
planned “Infrastructure as a Service” partners intend 
to support vCloud.

Why the blades?

We were never a significant supporter of blades until 
just recently. We felt individual hosts (e.g. HP DL585) 
were more cost efficient given the fact we were not 
space-constrained in our enterprise data center. The 
copper and fiber cabling expense overhead in previous 
generations of blades didn’t make them economical. 
However, the rapid shift in the past two years — led 
heavily by Cisco — to unified blade enclosures has 
changed our opinion. We found significant capital, 
cooling, and power savings if we switched to HP’s 
latest generation of blade enclosures. We also now 
find blades to be the right choice for site server 
requirements where we can create the concept of a 
“data center in a box;” CPU and storage are all 
bundled in a single blade enclosure with a hypervisor 
layered on top. This architecture reduced our support 
overhead required for far-flung locations that had little 
on-site IT expertise.

Why AMD?

At the time of launch (2006), we found AMD to have  
the most cost-efficient CPUs given our planned 
workloads. The small incremental performance 
improvements Intel provided were not worth the cost 
premium. However, as Intel has deployed its “Core” 
technologies into server CPUs, we have reconsidered 
Intel in certain high-CPU workload requirements, thus 
closing the price-performance gap. 

That was in 2006. If you were starting over 
in 2012, do you think any of your technology 
decisions would vary? 

If we started over today, we would still go with 
VMware, but would likely go with blade technology 
from day one. Also, the Intel vs. AMD decision would 
be a lot harder and require a lot more financial 
analysis as it’s not an obvious choice any more. 

Was the general approach a migration,  
or did only new systems go virtualized? 

At the time we did not have a Linux strategy so we only 
focused on Windows servers. Our company’s system 
development lifecycle necessitates a large number of 
development, test, and quality assurance servers. On 
average, all these classes of systems have very low 
CPU requirements. As such, we found we could 
virtualize large numbers (more than 50 percent) of 
“non-production” servers onto a single physical host. 
That enabled us to fairly quickly consolidate 50 percent 
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of our servers. Virtualizing production systems 
required the release of vSphere 4, which expanded the 
number of virtual CPUs a single system could be 
allocated and satisfied the higher CPU loads 
demanded by some production systems.

Is it possible that some technologies will 
never be virtualized, at least for the 
foreseeable future?

It’s possible. Relational databases, for example, were 
troublesome. Not just for performance reasons, but 
also for licensing reasons; people need to be cognizant 
of really specific licensing issues in regards to many  
of these systems. Specific examples include both 
Oracle’s and Microsoft’s database licensing for virtual 
environments. Organizations planning to deploy 
virtualized databases should take a very close look at 
their Enterprise License Agreements beforehand. 
 
There are also specific types of systems that don't 
virtualize well. For example, we average 25 or more 
Windows or Linux VMs per physical host, but with 
SharePoint that number can drop to as low as 4-5 per 
physical host. In other cases, the application vendor 
will simply not support virtualization, although we will 
aggressively push for specific reasons why they refuse 
to. Generally, we’ve found the industry continues to 
progress in its support for virtualization, with most 
holdouts being smaller software vendors that do not 
have the resources to extensively test. 
 
Some big-iron UNIX systems and other niche systems 
won't be moved, either. We are currently about 70 
percent virtualized with our x86 server platforms, but 
we are not optimistic of exceeding 80 percent — or at 
least, not any time soon. 80 percent is the upper limit 
of what we think is possible.

Was that part of the effort tied to getting 
rid of "bigger iron" platforms such as 
traditional UNIX platforms? 

Definitely. Moving forward, we will be pushing our IT 
purchases toward technology that runs within Linux- 
and Microsoft Windows-based environments. We know 
that there will still be some applications that reside on 
traditional UNIX platforms, but we will limit them to 
“enterprise-class” systems, such as SAP, which are 
specifically designed for traditional UNIX platforms. 
Even in those cases, we plan to use vendor-specific 
virtualization techniques to virtualize wherever possible.

Did the scope of the project include what is 
now known as Infrastructure as a Service 
(IaaS) or a "self-service" infrastructure?

It wasn't part of the original scope, but it has come up 
since. Particularly as we had some IaaS providers 
doing end-runs around the IT department entirely and 
selling directly to business users. Many of the non-IT 
business leaders became enamored with the “pay by 
cycle” models, but it wasn't always obvious what was, 
and was not, included. For example, it took us a while 
to explain to our business users that things like 
availability, recoverability, and even processes as 
simple as backup were not always included in the 
prices that they saw. 

When we finally started factoring in all of the true costs 
(including things like the backing up of data, technical 
support, etc.) the TCO models wound up the same or 
lower as many of the third party "Cloud" providers.

Has the pressure to use external  
providers subsided?

Somewhat, but not entirely. Over time the discussion 
became less about self-service, and more about faster 
provisioning. We have become more focused on 
"just-in-time procurement," and we can get a VM 
deployed in under five days. This is not yet at the 
minute time scale some IaaS providers offer, but 
realistically, almost none of our business users can 
put a VM to use in five days, much less within hours of 
provisioning. It’s back to setting expectations and 
understanding the business process.

Have unused / orphaned virtual machines 
become a problem in your environment? 

It’s a problem, but our financial recovery structure 
attempts to address it. We charge for every virtual and 
physical server, as well as every terabyte of storage. 
Customers are provided an inventory on an annual 
basis and asked to verify it before the bill is generated. 
Our challenge is that the billing is annual at this time, 
so users get complacent about turning off unused 
virtual machines. We continue to charge them for the 
server, but because of the annual chargeback — and 
departments not paying attention to bills — it’s not as 
efficient as it could be. We’re looking at ways to move 
to more frequent billing to address this.

We also proactively address the challenge via the use 
of overprovisioning. We know there will be a percentage 
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We didn't start with cross-disciplinary 

teams, and we should have.

of systems which will go unused or lightly unused, 
especially with development and test machines. We 
place all of these systems in our “disaster recovery” 
data center, and specify in the SLA that these machines 
will be shut down in favor of production systems in the 
event of a disaster declaration. We make full use of 
VMware’s “vMotion” capabilities in our business 
continuity planning, which allows us to make this 
balancing act work.

Has informing them or charging them for 
their usage changed behavior?

Not really. Moving forward we will likely determine a way 
to charge their server costs more often than annually,  
so they get a more consistent reminder of their server 
inventory and the financial impact it has on them.  

If you had your deployment to do over 
again, what would you do differently?

We would do two things differently:

1.   We would be more aggressive about developing 
and executing a Linux virtualization strategy. We 
were very late to the Linux game, but once we got 
our feet underneath us it took off quickly. Our 
bigger challenge continues to be the shifting 
landscape in enterprise Linux providers and their 
support models. We’ve had to revisit our Linux 
standard at least once as a result of inadequate 
support models.

2.   We would have created virtualization "centers of 
excellence" earlier. We didn't start with cross-
disciplinary teams, and we should have. Having 
teams made up of OS experts, storage experts, 
network experts, etc., would have helped transform 
our skill sets and teams more efficiently.

What led you to the conclusion that you 
needed cross-disciplinary teams?

The vision stems from my observation that, in a 
virtualized environment, you begin to have more 
dependencies cutting across traditional server, 
storage, and networking groups. There's a full-on 
virtual switch in every hypervisor with an entire range 
of settings. Storage management becomes infinitely 
more complicated when you attempt to find the right 
SAN configuration for different virtual scenarios (high 
density VMs vs. low-density, CPU intensive, etc.). The 
challenges are further exacerbated by the use of 
modern blade systems which have their own SAN and 
Ethernet switches embedded in them. 

The idea is to take X number of architects from each 
technology silo and put them together into a single 
virtualization team tasked with developing and 
executing on the new architecture. Each would have 
their ties to their former platforms for review and 
alignment, but their primary responsibility would be to 
each other as they designed an environment optimized 
for the virtualization experience.

When you look at the operating environment 
today, did the effort save as much money as 
your leadership initially believed it would? 

Definitely. Not only did we meet our capital and 
operating expense saving goals, but we exceeded them 
due to our overall sustained server growth as well as 
unplanned physical infrastructure savings. On top of 
those cost savings, we have embraced the other 
benefits virtualization provides — especially the ability 
to dynamically adjust CPU and memory allocations. 
That particular benefit has recently solved several 
critical issues in a fraction of the time that it would 
take to provision a new physical server.   
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What’s fueling the explosion? A majority is being driven 
by individuals creating content using mobile devices 
(smart phones, tablets, cameras, etc.). In 2010, it was 
estimated that there were over 5 billion mobile phones 
on the planet, 12 percent of which are smart phones 
capable of generating increasing amounts of digital 
content. The number of smart phones continues to 
grow by 20 percent per year.1 The explosion is also 
being driven by information created around individuals 
as they go about their daily lives (i.e. surveillance 
videos, motion sensors tracking location, and traffic/
inventory movement).

EXPLODING GROWTH AND BIG DATA:   
Designing Enterprise Storage to Thrive  
in the New Era
By Russ Kennedy

It should come as no surprise to anyone that has lived in developed countries in the 

last 20 years that the explosion of digital information is real and will continue to grow 

much faster than our ability to capture, preserve, and use it effectively. Analyst firm 

IDC predicts that by 2015, the world will have generated and stored 8,000 exabytes 

(8 million petabytes, 8 billion terabytes, 8 trillion gigabytes) of digital information. 

Growing at a rate of 10x every five years, this figure will reach 80,000 exabytes by the 

end of the decade.

1  McKinsey Global Institute - Big Data: The Next Frontier for Innovation, Competition, and Productivity, May 2011
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2  IDC's Extracting Value from Chaos, June 2011

One thing is certain: digital 
information is going to continue 
to grow at astronomical rates and 
the demands of the business for 
accessing and using that digital 
information will persist. 

It’s clear that we cannot capture, preserve, and 
analyze every bit of this information, as we have long 
passed our ability to develop enough storage capacity 
to save every bit of digital information created for 
any length of time. Some of this transient digital 
information can deliver value if it can be analyzed in 
real time to make decisions. 

Although 75 percent of the digital information 
created in the world is generated by individuals 
(directly or indirectly), enterprises have liability and 
responsibility for 80 percent of that information.2 That 
means organizations take on the responsibility for 
architecting, delivering, and maintaining information 
technology systems and data storage systems to meet 
the demand. To some degree, technology advances 
are helping with this challenge. Computing is getting 
faster and cheaper. Virtualization is driving up 
efficiency and utilization. Storage devices are growing 
in terms of capacity while shrinking in terms of price 
(more bits per device at a lower cost) and recently 
began getting faster with the advent of solid state 
technologies (although not currently at a suitable price 
point for all workloads). Delivery mechanisms such as 
Cloud Computing are also helping to lower costs and 
drive efficiencies. But in some cases the advances in 
technology (capacity expansion of storage devices) are 
putting a strain on traditional methods of protecting 
and preserving digital information. Traditional storage 
protection technologies such as Redundant Array of 
Independent Disks (RAID) are simply inadequate when 
it comes to protecting digital information from data 
loss at petabyte and above scale. 

The focus of this article is to guide those responsible 
for managing digital information that must be captured 

and preserved for some period of time. This includes 
a variety of primary data such as financial records, 
healthcare images, memories captured in still and 
motion pictures, digital music, as well as secondary 
copies of this data. The challenge is how to capture, 
preserve, and make available the exploding digital 
information in a cost-effective manner to drive value  
for owners and consumers.

The best approach to addressing these challenges 
in light of staggering growth in digital information 
is to face them head on; managers must design a 
solution from the perspective of a service provider, 
giving owners and consumers choices for how to 
most effectively capture, preserve, and deliver digital 
information now as well as anticipating future needs. 
The end goal should be to design an architecture that 
allows owners and consumers of digital information to 
pick and choose the best structure for their needs; to 
have the versatility and completeness of architecture 
to deliver the optimum solutions for each application. 
Imagine being able to provide options for application 
and digital information owners to choose where the 
application resides, how it’s accessed, structured, and 
organized, and what performance requirements exist 
by selecting from a set of drop-down menus. Whether 
it’s on-site or Cloud-based, that is the type of flexibility 
and choice digital information owners and consumers 
expect today. 

To begin, digital information managers must ask 
many questions to really understand the application, 
the digital information, and how the information is 
organized, accessed, and used. Then, they should 
begin developing a storage architecture that delivers 
maximum flexibility and scalability with the ability to 
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One could argue that there have been two major 
transitions in digital storage technology since its 
invention in the middle of the 20th century. The first 
era in storage introduced magnetic recording on 
physical media in the form of spinning platters or 
½ inch wide tape, allowing computer programs to 
permanently (or at least for a while) record digital 
information for re-use. This advancement enabled 
computation to be used for a whole host of useful 
causes: financial recording and analysis, healthcare, 
entertainment, exploration, communication, etc. This 
was the dawn of an industry, the Storage 1.0 era. 
However, there were limitations in capacity, reliability, 
and performance. The amount of and speed at which 
information could be placed on a single piece of media 
was limited to that media’s recording density and the 
device’s performance factors. Sometimes devices 
containing this media failed to operate properly, or the 
recoding faded or changed, rendering the information 
useless. At times, storage devices just could not 

keep up with the speed of the processors generating 
and using digital information. And as with any new 
technology, the cost was relatively high considering 
the amount of digital information that could be stored 
on these devices.

Usher in the first major transition to the Storage 
2.0 era. Here smaller, cheaper devices were used in 
tandem to provide more capacity, higher reliability, 
and greater performance. Automation and storage 
management techniques were introduced to lower 
costs and provided more efficiency in managing an 
ever-growing need. Techniques such as RAID helped 
ensure digital information was protected from an 
individual device failure and advances in backup and 
replication helped digital information stewards sleep 
better at night. Standardization of interfaces such as 
SAN, NAS, and iSCSI, along with easy-to-implement 
file systems emerged to improve performance and 
reduce management burden. Information Lifecycle 

New Technology For a New Era

deploy across a variety of technologies and delivery 
mechanisms. The following six points must be weighed 
and addressed: 

1.   Understand the application that is responsible 
for generating and/or delivering the digital 
information.

 •    What type of application is it (financial, medical, 
analytical, consumer)? How is it accessed (web, 
client-server, API)?

 •    What environment does it run in (internal, data 
center, private Cloud, public Cloud)?

 •    How does it expect to interact with the storage 
system where the digital information resides 
(direct attached, ISCSI, fibre channel, fibre 
channel over, ethernet, file system)?

 •    What access method is appropriate for the 
application and the information (block, file, 
object)? Is data transactional, streaming, or 
random access?

 •    What performance requirements does the 
application have (high IOPs, high throughput)? 

 •    Are there any time parameters such as peak 
load that must be considered? 

2.   Consider the type of digital information that’s 
being captured, preserved, and consumed and  
how it is organized.

 •    Is it structured data (rows/tables in a database)?
 •    Is it unstructured data (individual files/objects)?
 •    Is it metadata (data about data)?
 •    Is it replicated data (second copy of an  

original source)? 

3.   Consider the best interface for the application and 
the storage which contains the digital information.

 •    Is it direct attached or network attached?
 •    Fibre channel or IP-based block?
 •    File- or object-based? 
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Management (ILM) became popular during this era to 
help reduce costs and ensure that digital information 
was stored on the right media at the right time for 
the right cost. Other incremental advances such as 
storage virtualization, de-duplication, and continuous 
data protection were also introduced, but there were 
still capacity, reliability, and performance limitations. 

We are now entering the next major transition —  
the Storage 3.0 era. Here storage systems cannot 
be limited by scale, reliability, or performance and a 
tighter integration between the application that creates 
digital information and the storage system that houses 
it must exist. These applications will maintain the 
intelligence and policies associated with the elements 
of digital information that they create and they will use 
an object-based interface to simplify the movement of 
this content on and off the storage system. Solid state 
storage devices will become mainstream for delivering 
high performance, but at a higher cost point. Large 
Cloud-based repositories will be used to lower costs 
and provide limitless capacity; however, more security 
and privacy will need to be associated with the digital 
information itself to prevent unauthorized access. 

Breakthrough technologies for storing and securing 
digital information in a limitlessly scalable and highly 
performing manner are ushering in the Storage 3.0 
era. Storage architects will need to consider these 
breakthrough technologies in order to best position 
their organizations to handle explosive growth. 

For unstructured digital objects (video, audio, images, 
etc.) with long-term retention and high security 
requirements, a breakthrough technology based 
on slicing, transforming, securing, and dispersing 
the digital information across a Cloud of storage 
nodes is very compelling. This technology, known as 
Information Dispersal, uses forward error correction 
(erasure coding) coupled with encryption and an object 
storage interface to deliver a limitlessly scalable, 
inherently secure, and significantly more reliable 
storage system than traditional vendor approaches. 
With this solution, digital information is geographically 
dispersed and not replicated for protection, thus the 
total costs of deploying and managing a petabyte or 
larger scale system with built-in security and unrivaled 
reliability are significantly reduced as well. 

4.   Determine the length of time that the  
digital information must be retained and  
easily accessible. 

•    Days?
•    Weeks?
•    Months?
•    The lifetime of the patient?
•    Forever?

5.   Assess the value of the digital information to the 
enterprise and consumers. 

•    What if the data were stolen or compromised? 
Would the enterprise be liable or responsible  
to report the breach to its customers? 

•    What if it got into the hands of competitors? 
Would the organization lose a competitive 
advantage or reduce a barrier to entry in a  
given market? 

•    What if it were lost due to a storage system 
failure? How easy is it to recreate? 

•    What if the data center where the digital 
information resides were destroyed in a natural 
disaster? How quickly could the application and 
operation be restored? 

6.   Consider the most optimal, cost-effective solution 
and delivery mechanism for the application/
workload/use case. 

•    Storage system costs / GB
•    Power and cooling costs / GB
•    Facilities and space costs / GB
•    In-house storage solutions vs. Cloud-based 

storage as a service? Can the data be easily 
moved from one environment to the other? 

How can these goals best be achieved? Digital 
information managers should design the storage 
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environment with the required mix of technologies, 
storage solutions, and deployment options in mind 
to address today’s challenges. But more importantly, 
they should try to incorporate future requirements into 
today’s planning efforts to ensure the flexibility and 
agility to move quickly should new business needs arise. 

One thing is certain: digital information is going 
to continue to grow at astronomical rates and the 
demands of the business for accessing and using 
that digital information will persist. The design must 
apply the right technology to meet the application’s 
requirements, but also be mindful of total costs 
associated with the solution so as not to overspend. 
For high-performance, high-transaction oriented 
workloads, deploy storage systems with solid state 
technology. For transaction-based workloads that don’t 
need that high level of performance, traditional fibre 
channel block storage with SAS drives is adequate. 

And for file-oriented workloads and IP-based NAS 
solutions that scale efficiently, SAS or SATA drives 
will do the trick. For a specialized file-oriented use 
case such as video production, there are performance 
oriented NAS solutions that are well suited. For 
longer term retention, an active archive workload 
with higher capacity, lower cost storage devices and 
object interfaces provided by a Cloud service provider 
may offer the most effective solution. And finally, for 
digital information that fits and is offline, a tape-based 
solution is best. 

Can all these requirements be met in one solution 
or by one vendor? That is doubtful. However, an 
approach that considers future requirements 
including performance, growth, and costs along with 
technological advantages in the storage industry and 
delivery options will best enable an organization to 
handle the explosion of digital information.   



Vol. 3 No. 2 15IQT QUARTERLY FALL 2011

I Q T  Q U A R T E R L Y

The Big Data Tsunami Hits the  
Data Center — Can Cloud Keep Up? 
By Robert Ames

The focus on Big Data was birthed by the explosion of 
sensors in the interconnected world, and the new and 
hopeful technology direction in Cloud Computing that 
promises near infinite scale and flexibility to be able 
to absorb all the data and make sense of it. Certainly, 
we could never aspire to wrestle with petabytes, and 
soon to be zetabytes, of data using old and creaky 
technology silos, but do we believe we can stay ahead 
of the wave with Cloud Computing? I believe that 
answer is yes, as long as we make methodical and 
well-informed design choices in all layers of the “as 
a Service” stack. As with any technology, failure to 
marry functional and non-functional requirements 
with technology capabilities, features, functions, and 
deployment best practices will do little more than 
increase costs and introduce significant risk — a giant 
step in the wrong direction. 

To add perspective to this discussion, I would like 
to introduce a high-level architectural pattern that I 
have observed as I talk with potential companies and 
experts who are building Big Data sites. Figure 1 on 
the following page represents the observed pattern 
in Big Data Internet Scale Providers, and Big Data 
Analytics is done without exception once high value 
data on their users is collected. For the purpose of this 
article, I will examine the represented technologies and 

their deployment considerations, rather than delving 
into their data specific attributes. That will be discussed 
in future articles and events as we develop our 
strategies around Big Data foundational technologies. 

A quick glance at the diagram makes it evident that 
there is a multiplicity of solutions in this arena. This 
is a function of a hot market space and demanding 
technology requirements. Companies and messages 
are proliferating, and it is easy to get swept up in the 
new and vigorous battles over competing technologies. 
However, upon taking time to understand the genesis 
of each of the technologies, it becomes clear that 
there is no wrong answer, simply the danger of not 
understanding the specifics and design trade-offs. 
This, however, gives us pause in the context of Cloud 
Computing. One of the broadly agreed upon tenets 
of Cloud is “brutal standardization,” according to 
Werner Vogels, CTO of Amazon.com. Without brutal 
standardization, it is impossible as a Cloud provider to 
leverage the economies of scale that are necessary to 
preserve profit margins or reduce costs. 

A significant benefit of Cloud Computing is the 
relative ease of automation, administration, and 
service management that results from those “brutal” 
standards. If the Big Data movement is going to result 

The technology world is being impacted 

by the confluence of two significant 

technology trends in Cloud Computing 

and Big Data Technology and Analytics. 

Innovation and invention are taking place 

at a breakneck pace. Indeed, it seems 

we are at the edge of a major epoch in 

technology. First, we evolved from the 

notion of SOA to Cloud Computing, and 

now we have quickly added another major 

challenge and focus — Big Data. 
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in a series of seemingly similar, but truly different 
technologies, can we succeed with standards? Maybe. 
Certainly we can standardize around the deployment 
of each technology, but it would be misplaced zeal to 
try and force standardization on these technologies 
where it doesn’t move us towards our end-game. This 
is true for both the physical hardware onto which we 
deploy these solutions, as well as the software stack. 
The differences are subtle, but important — there is no 
one-size-fits-all solution. 

As an illustration, consider Hadoop. This technology 
emerged so quickly in the Big Data world because it 
broke us free from the restrictions of the relational 
world. With the explosion of sensors, and the 
reality that now 80 percent of the world’s data is 
unstructured, we could no longer predict what our 
data looked like, or how people would ask questions of 
it. As such, the effort to wrangle and squeeze this new 
data into the rigid schema environment of relational 
databases was simply too great. With Hadoop, all 
data is welcome, and we now have cheap commodity 
hardware and a new parallel processing paradigm 
that uses that computational power to perform brute 
force analytics on the data when we need to or when 
it interests us. In essence, we have gone from the 

extract-transform-load (ETL) of the relational world to 
a much more flexible extract-LOAD-transform (ELT). 

Despite this power, Hadoop poses some challenges 
to our traditional understanding of best practice IT 
infrastructure. First, the hardware is the cheapest 
of the cheap, and we assume failure. The software 
takes care of redundancy. This keeps the costs down, 
and allows us to scale our I/O bandwidth linearly with 
additional nodes. A typical Hadoop node uses on-board 
disk drives, rather than shared attached storage, 
as Hadoop is I/O intensive and will quickly saturate 
shared storage RAID controllers. On-board disk drives 
are significantly cheaper than the more expensive 
shared storage arrays we are used to. Second, 
because the data is so big, and moving it around 
is so expensive, Hadoop and many of the NoSQL 
technologies have turned the data center on its head. 
Instead of sending data to the computation as we have 
done for decades, it is now far more effective to send 
your computation to where your data resides. This 
presents an interesting twist to our ideas of driving 
up CPU utilization. At scale, it is possible to imagine 
whole racks of nodes that are hosting data that isn’t 
currently interesting. Computation won’t be sent there, 
so we could face racks upon racks of servers that are 
up and ready, taking up space, using power, creating 
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Figure 1:  Observed Architectural Pattern for Big Analytics
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heat, and delivering nothing. With that in mind, how we 
load our data, and how many copies of it exist could be 
an interesting calculation. 

The previous implications are important to the 
data center. There is significant investment in SAN 
infrastructures across the community. That existing 
capability is not well suited to this important new 
direction, but could potentially provide a good 
“offload” zone to data that is less active. This isn’t 
currently easily supported with Hadoop Distributed 
File System (HDFS), but will likely emerge in coming 
months, and some existing, proprietary enterprise 
file systems could enable this intelligent migration of 
data. Consider now that the data is no longer stored 
logically “in one place,” but rather is dispersed in 
multiple copies to local drives across the fabric. The 
dynamic building and tearing down of nodes with 
locally stored data will definitely be something to 
consider in designing Cloud Computing automation 
for the community. What exactly needs to occur for a 
server to be fully de-provisioned? Also, while it is not 
a hard and fast requirement for Cloud Computing, 
virtualization of storage and servers is a strong plus. 
Today, most production Hadoop instances are run 
on bare metal hardware. The perceived overhead of 

virtualization to an already taxed I/O channel makes 
architects shy away from it, despite its flexibility. 

Finally, it is not yet well understood how to size a 
Hadoop node in terms of memory/CPU and drive 
ratios. This is very much dependent on the algorithms 
and the data. Some are even considering hardware 
optimizations, including Solid State Disk Drives (SSDs) 
and shared Flash Arrays as a means to increase 
performance. In essence, there are many unanswered 
questions that pose a challenge to bulk standardized 
purchases for the infrastructure, and inflexible 
standard server builds for the platform. 

Companies I have spoken with have taken a very 
iterative approach to their deployments. They 
start with one standard, and then evolve quickly as 
necessary to solve surfacing issues. This is a good 
approach, but they are also not as encumbered 
with the necessary procedures and guidelines for 
procurement in government, and are able to be more 
agile. They are also not typically dealing with legacy, 
and started their Big Data infrastructure design with a 
blank piece of paper. 

Hadoop will undoubtedly be a significant part of the 
IT environment in the community, but it will certainly 
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not be the only data repository. While the flexibility 
of Hadoop and its ability to store masses of data is 
highly attractive, it was quickly realized that structure 
is a good thing for querying efficiency. While people 
are repelled by the rigidity of the traditional SQL 
world, they also need to have a more dynamic and 
interactive experience for both high performance web 
applications and the associated analytics that are 
performed on that data. Despite SQL’s challenges, 
every high performance web architect will tell you that 
there is some data that is best served in traditional 
SQL environments. If the data fits in SQL, if you have 
a requirement for Atomicity, Consistency, Isolation, 
and Durability (ACID), or if you want to do complex 
joins and queries, then SQL is the right place for that 
class of data. However, some data doesn’t quite fit that 
mold, but does benefit from some structure. This need 
has created a host of new database alternatives under 
the umbrella of the NoSQL movement. There are the 
key-value stores, including Hbase and Cassandra 
that have a simple, flexible, and massively scalable 
data structure. There are document stores, such as 
MongoDB and Couchbase, which are purpose-built 
for web applications, and easily house information on 
customers and their actions in a single record, rather 
than spreading them across tables. Finally, there is 
an emerging and important focus on graph databases 
or overlays. Graph stores allow users to natively store 
data on Nodes (entities), Edges (connections between 
Nodes), and their properties, and then traverse the 
data by following nodes and their connections. 

Each of these data stores, be they SQL or NoSQL, has 
a specific use, and serves a functional requirement. 
Most of the Big Data companies employ a mix of these 
technologies in order to scale and perform. There 
is clearly no one-size-fits-all approach to solve the 
problems of Internet scale and Big Data analytics. To 
further complicate matters, within each data store 
technology domain, there are multiple competing 
choices with different features and trade-offs at the 
software functional layer, as well as at the hardware 
layer. They will require different server builds, and 
implement different data replication schemes. A 
good understanding of non-functional requirements 
of the application, specifically in the area of data 
consistency and availability will be required, and this 
understanding will need to be reflected in the Cloud 
Computing automation layer for true success. 

This article only addresses the high-level differences 
between some example technologies. A brief 
discussion of Brewer’s CAP Theorem will provide 
a basis for discussion of the non-functional design 
choices of the various NoSQL stores. According to 
Brewer’s well-accepted (though not totally agreed 
upon) theorem, a perfect data store would have 

Consistency (all data is the same across replications), 
Availability (the system is always ready for writes), and 
Partition Tolerance (the system can scale horizontally 
across hardware physical boundaries). Brewer states 
there is no perfect system, and that any one solution 
can only have two of the design goals. This is generally 
reflected in the NoSQL stores. For example, Hbase 
focuses on data Consistency and Partition Tolerance at 
the cost of Availability. Hbase will become unavailable 
for new writes as it sorts out data inconsistencies 
across nodes. By contrast, Cassandra focuses on 
Availability and Partition Tolerance. Cassandra will 
never block writes, allowing inconsistencies in its data 
that it eventually sorts out. Both technologies are key-
value stores. While they share the same category, they 
are actually quite different. There is no wrong answer 
in CAP Theorem choices, unless the choice is made 
unaware of these significant differences. 

Replication is also handled differently in these 
two technologies. Cassandra has a peer-to-peer 
replication scheme that easily supports geographic 
separation, but is reliant on high-speed, low-latency 
connections. There can be hard-to-correct consistency 
issues in the event of slow long-haul links. Hbase 
maintains an update log, which is periodically shipped 
across distance and committed, so consistency at a 
point in time is maintained and can be rebuilt with 
logs in the event of failures across sites. Once again, 
in building and designing the Cloud Computing 
environment, these implications must be understood 
and the underlying infrastructure must provide the 
proper foundation to support these design points. 
These design points should also be exposed to users 
who may select them in the service catalog. 

With document stores, a similar distinction exists with 
MongoDB and CouchDB variants. First, MongoDB 
is written in C++, and places its data in memory for 
maximum performance. It also has interfaces for 
REST, Ruby, C++, Erlang, Python, and Java. For data 
Consistency, MongoDB will block writes. By contrast, 
CouchDB, only has a REST interface and focuses on 
Availability, never blocking writes. CouchDB is also 
extremely lightweight and assumes disconnected, low-
bandwidth clients. This is an interesting feature in the 
mobile world. 

There is a noteworthy recent development through the 
technological and corporate joining of CouchOne and 
Membase in the company Couchbase. They claim their 
technology can, in some ways, fully address CAP. With 
Membase, they implement Consistency and Partition 
Tolerance in the in-memory front-end; with CouchOne, 
they implement Availability and Partition Tolerance for 
the disk-persisted back-end. Clearly, there could be 
valid reasons to use each of these technologies within 
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the community. This represents yet more diversity in 
a technology world we are trying so desperately to 
homogenize in the march to Cloud Computing. 

This article has briefly introduced the technologies 
that are fast emerging in the face of the inevitable 
data deluge. As users of the web, we are unwittingly 
interacting with these technologies on a daily basis.  
Our team at IQT personally interacts with the 
companies that serve us on the web, and with the 
innovators that are creating these technologies 
and forming companies around them. This mix of 
technologies clearly presents a challenge to Cloud 
Computing providers who seek to provide Infrastructure 
as a Service (IaaS) or Platform as a Service (PaaS) for 
Big Data mission requirements. Over time, there will 
likely be some degree of convergence across the space 
as most of the NoSQL data repositories are supported 
by active open source communities. However, that 
convergence isn’t likely to happen fast enough as the 
government works to implement Cloud Computing 
environments in the community. 

Is all hope lost for Cloud Computing in the face of 
Big Data? Absolutely not. With a little forethought, 
open communication, and a clear understanding of 
requirements, technologies, and their attributes,  
Cloud Computing can offer significant benefit. It has 
to. There is simply no way to face the data explosion 
with yesterday's fragmented, segmented, and brittle  
IT infrastructure. Indeed, Cloud Computing and 
Big Data should be the proverbial peanut butter 
and jelly of the cost-effective, efficient, and 
successful IT environment of tomorrow. I offer five 
recommendations to consider as agencies begin 
building out their Cloud Computing environments: 

•   Expect heterogeneity and plan for it. Server 
platforms should come in a variety of configurations 
to support the differing CPU/memory/disk/SSD 
requirements of emerging data stores. 

•   Study and understand attributes of the data stores 
and their impact on functional and non-functional 
requirements. Wherever possible, expose this in the 
service catalog and self-service portal so it is well 
understood by provider and consumer alike. 

•   Ensure that the physical topology allows for the 
various data storage and replication schemes in an 
efficient and cost-effective way.

•   Take brutal standardization as far as it can go, to 
support as many environments as possible, but 
allow for “last 20 percent” differences. 

•   Consider the security implications of the new 
physical environment, as well as its virtual overlay, 
and engage appropriate individuals early in the 
conversation to ensure the Cloud Computing 
solution doesn’t present surprises to any parties. 

We have many impending challenges — technologically, 
financially, and with our adversaries. Despite 
these challenges, the pace of innovation and the 
entrepreneurial spirit around the promise of potential 
insights gained from Big Data is real. We can look 
forward to systems that take masses of data and 
turn them into valuable intelligence that helps us 
understand patterns of life and macro trends, gives us 
insight to relationships between people, places, and 
things, and surfaces high-value, related information in 
context. Commercial businesses are heavily investing 
into these technologies, so we will continue to see a 
vibrant technology roadmap. 

Proper understanding, careful choices, and open 
communication around Cloud Computing will ensure 
we are ready and successful in making the transition. 
We at IQT will continue to study and consider these 
emerging technologies and will be adding insights and 
discussions in upcoming issues of the IQT Quarterly 
and Technology Focus Days. We must embrace Cloud 
Computing, and ensure it can support our Big Data 
needs and aspirations.   

Robert Ames is a Vice President within the Information and Communication Technologies Practice at In-Q-Tel. In this 
role, he leads the technical strategy in support of In-Q-Tel’s investments in Advanced Analytics. Robert works closely 
with government leaders to identify, adapt, and deliver high value innovations from startup companies to support 
important government missions. His focus and expertise is in Big Data, Analytics, Cloud Computing, and Systems 
Virtualization and Automation technologies.

Indeed, Cloud Computing and  
Big Data should be the proverbial 
peanut butter and jelly of the cost- 
effective, efficient, and successful  
IT environment of tomorrow.
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of 7 and 8m{w4Q is the encryption of 30). The theory 
of homomorphic encryption is in place today, but for 
reasons discussed later in this article, it is not ready 
for general-purpose use in the Cloud.  Nevertheless, 
it does make the third option a contender.

Sensitive data is stored in the Cloud in an encrypted 
form. However, the primary value of the Cloud is 
computation, not just storage. Historically one had 
to decrypt sensitive data before one could use it in 
a computation. In Cloud Computing, this means not 
only uploading one or more cryptographic keys to the 
Cloud, but exposing the sensitive data in the Cloud 
during computations.

In order to have a concrete example in mind, if E is 
encryption and D is decryption, then to add a value v to a 
securely stored value of d one would compute as follows:

E(D(E(d))+v) = E(d+v)

The stored value, E(d), is decrypted, D(E(d)), 
incremented by v, D(E(d))+v, and the result 
re-encrypted, E(D(E(d))+v), for storage. If the value v 
were sent into the Cloud computation secured as E(v), 
then the computation would be:

E(D(E(d))+D(E(v))) = E(v+d)

It is clear that to perform either of these computations 
the Cloud computer must be able to apply both D and 

One of the concerns of Cloud Computing is placing sensitive data in 

infrastructure that you don't fully control. In fact, you probably don't even know 

where it is physically located.  

If for one reason or another you decide to place data in 
the Cloud, there are a number of ways to mediate the 
issue of not having full control of the infrastructure. 
(1) You limit the use of the Cloud to publicly available 
data. If you restrict access to the Cloud store but the 
data is still compromised, the original restriction did 
not serve a purpose. (2) Alternatively, you can satisfy 
yourself with the Cloud provider's security policies 
and practices and accept the risk of data compromise. 
In this case you may be able to shift some of the risk 
to the provider. (3) Finally, you can encrypt all the data 
so that if it does escape it's useless. 

If you are just using the Cloud for data storage and 
you always bring the data back home before using 
it, then the third option is attractive. If, however, you 
want to process the data in the Cloud — it is called 
Cloud Computing, after all — then the third option 
poses its own problem. To wit, you have to decrypt 
the data in the Cloud before you can process it. Now, 
you're worse off than when you started because your 
sensitive data and the keys that protect it are exposed.

A recently discovered encryption scheme called 
homomorphic encryption solves this problem. With 
homomorphic encryption, users can perform some 
operations on encrypted data without requiring it to 
be decrypted (think A9$4h + k)rP = 8m{w4Q where 
A9$4h is the encryption of 23, k)rP is the encryption 

IS HOMOMORPHIC 
ENCRYPTION THE 
MISSING KEY TO 
CLOUD SECURITY?
By Scott Guthery
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E. Furthermore, the sensitive data, D(E(d)), is exposed 
in plaintext during the computation. The security 
concerns are obvious.

Suppose the encryption function E had the  
following property:

E(d)+E(v)= E(v+d)

In words, adding together the encrypted values of 
two numbers gives the encrypted value of their sum. 
This is not much of a step forward if there is a unique 
encryption for each number since every time v was 
used in a computation it would be associated with 
the same value E(v); so all we’ve really done is build a 
strange-looking addition table, and sooner or later the 
value v could be deduced. 

Being able to compute with encrypted data was an 
outstanding mathematics problem for many years. In 
1978, Rivest, Adleman, and Dertouzos opined that a 
solution was in fact possible. Chaum’s blind signature 
paper2 in 1982 solved the problem in one particular 
situation. Over the years following Chaum’s result, 
further special case solutions were published. Finally 
in 2009, Craig Gentry constructed an encryption 
scheme that supported an arbitrary number of 
arithmetic operations on encrypted data in his Ph.D. 
thesis.3 Such an encryption scheme, one permitting 
arbitrary arithmetic operations on encrypted data, is 
said to be fully homomorphic. Reminiscent of Roger 
Bannister’s four-minute mile, Gentry’s thesis showed 
the way and additional fully homomorphic encryption 
schemes have been discovered since. 

By way of a very brief example, suppose the current 
stored value was 2; that is, in binary notation, 10. This 

would be stored in the Cloud and encrypted using one 
of Gentry’s schemes as: 

E(2) = E(1,0) = (51550531771, 62112351930)

We wish to add 1 to this value:

E(1) = E(0,1)= (59461322415, 43047285826)

The Cloud addition algorithm is not aware which of 
these four values encodes a 0 and which encodes 
a 1, but it does know that it is dealing with a binary 
representation of numbers and so runs the full-adder 
algorithm to add the second to the first to get:

 (51550531771, 62112351930) +  
(59461322415, 43047285826) 

 = (2673768166966824598366, 105159637756)  
 = E(1,1) = E(3)

Apropos of our previous comment about the strange 
addition table, notice that in this example we are 
dealing with two different encryptions of the binary 
digit 0 and four different encryptions of the binary 
digit 1. This property of Gentry’s scheme — the one-
to-many relationship between plaintext values and 
encrypted values — means that encrypted values are 
treated uniformly in computational algorithms; no 
information is available due to the treatment of one 
value differently from another. For example, in the 
full-adder algorithm of our example, there is always a 
carry digit. It is either an encrypted 0 or an encrypted 
1 but it is treated by the algorithm as a carry. 

Computations using complex mathematical operations 
using homomorphic encryption are too computationally 
intensive for routine use given the current state 
of homomorphic encryption art. However, simple 

Reminiscent of Roger Bannister’s 

four-minute mile, Gentry’s thesis 

showed the way.
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highly sensitive data and fall back to the second option 
introduced at the beginning of this article, relying on 
the Cloud vendor's security for other Cloud processing. 
But gaining familiarity with this new technology by 
means of a real application is a good way to start. If, 
on the other hand, users rely on applications provided 
by the Cloud vendor, it will be at least a year before 
they see homomorphic versions of any of these 
applications. And they may never arrive. 

There is no application, no computation, no data 
processing that can't be done homomorphically, 
but converting an application to run in this mode 
would require a serious investment and therefore 
a challenging business case. Will homomorphic 
computing be an enterprise security bridge to fair 
as, for example, quantum computing, and never be 
adopted? Will there be enough customer demand that 
homomorphic computing turns out to be a profitable 
Cloud upsell? Or will it become simply the way we 
do things, like floating point arithmetic and the web? 
Right now it's too early to say.

The interested reader is referred to an excellent 
overview of homomorphic encryption entitled 
"Computing Arbitrary Functions of Encrypted Data," 
by Gentry that appeared in the March 2010 issue of 
Communications of the ACM. A Mathematica® notebook 
demonstrating the illustrative fully homomorphic 
encryption using the above scheme of Gentry is 
available from the author.   

mathematical operations such as adding a deposit onto 
an account balance are feasible today, so homomorphic 
encryption should be found on the roadmap of any 
security-serious Cloud service provider.

How homomorphic encryption will be added to Cloud 
applications and the nature of the customer interface to 
these upgraded applications are non-trivial problems 
both technically and socially. Even if a homomorphic 
version of, for instance, Oracle became available, there 
are undoubtedly Cloud customers that don't as yet fully 
understand public key encryption. Introducing them to 
homomorphic encryption, particularly after the recent 
public key security incidents, will be a challenge.

New schemes that back away from supporting arbitrary 
composition of arithmetic operations — for example, 
only supporting a small, fixed number of additions 
— have been found that run much faster than fully 
homomorphic schemes. At first blush it would seem 
that such highly constrained schemes would have 
little practical value and yet built-in limits, the kinds 
and number of computational operations that can be 
performed on the encrypted values, could be harnessed 
as an additional security feature of the scheme. 
Imagine, for example, a scheme that enabled the 
deduction of a payment from an account balance but 
made it impossible to increase the account balance.

Users writing their own software to run in the Cloud 
will find homomorphic encryption to be a viable option 
today. It will likely initially be used for processing 

Scott Guthery has a Ph.D. in Probability and Statistics from Michigan State University, is the co-author of books 
on smart cards and mobile applications, and holds over 35 U.S. patents. During his career he has worked for Bell 
Laboratories, Schlumberger, and Microsoft. In 2000, he co-founded a mobile applications startup that was acquired in 
2006. His most recent book, published in September 2010, is “A Motif of Mathematics: History and Application of the 
Mediant and the Farey Sequence.” Guthery currently serves as Technical Advisor to the Information and Communication 
Technologies Practice at In-Q-Tel. 
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WHOSE CLOUD CAN I TRUST?
By Daniel E. Geer, Jr.

Simple the World is Not

Information is the coin of the economic realm. 
Information is the coin of the intelligence realm. 
Information that isn’t used is irrelevant. Information 
that is used is information that moves about. 
Winners have the most information in play; losers 
have too much. Security technology draws the fine 

line between the most information in play and too 
much information in play. The conventional answer 
to protecting information is to in some way limit who 
can do what and to which information. Authentication 
(who you are) and Authorization (what you can 
do, given who you are) represent the conventional 
approach, often jointly called Access Control. The 
problem is, these technologies do not scale and if 

Cybersecurity is dominated by definitional imprecision (reflecting pervasive wishful 

thinking on the topic). For the purpose of this essay, "trust" is the grant of freedom of 

motion to an entity against which one can have effective recourse. Trust is a species 

of, rather than an alternative to, risk management, as risk management can delineate 

trust, but trust cannot delineate risk. It would be easy to answer "Whose Cloud can 

I trust?" with "Nobody’s." For a business built around trade secrets, whether that 

business is an intelligence agency or E. I. du Pont de Nemours, "Nobody’s" is the 

answer that might be said to be one or more of stable, predictable, mission-centric, 

and/or prudent. If the world were simple enough to have only non-interacting (atomic) 

actors, then "Nobody’s" would be the answer and the end of this discussion.



Vol. 3 No. 224 Identify. Adapt. Deliver.™

I Q T  Q U A R T E R L Y

you try to achieve ever finer control as an avalanche 
of new data items appears by the second, then you 
will be contributing to the complexity that is itself the 
bane of security.

What does scale is Accountability. In a free country, 
you don’t have to ask permission for much of 
anything, but that freedom is buttressed by the certain 
knowledge that if you sufficiently screw things up then 
you will have to pay. The operational economics of 
the access-control model of information security do 
not scale; rather, economics favor an accountability 
model focused on the monitoring of information use 
rather than the gatekeeping of information access. 
This means surveillance of data use in the sense of 
being able to reconstruct how information was used 
when it was used badly. This is not to suggest that we 
throw away our existing investment in access control, 
but further investment in access control will only 
produce inefficiency and a false sense of security.

We are, sadly if necessarily, making surveillance a 
commonplace of physical security; it is no longer 
possible to live in a world without cameras. We 
will have to, sadly if necessarily, make surveillance 
a commonplace of cyber security. To make 
these dreadful choices, I suggest that the unit of 
observation be a datum, not a person — that if a 
surveillance system has to protect the digital world, 
that that idle-loop surveillance be directed at data, 
not persons. If anything, this is risk management 
applied to risk management.

Sharing

The entire premise of data sharing is data fusion 
— that the value of the whole is greater than the 
sum of its parts. Sharing is not about organizational 
boundaries, but it cannot be done without crossing 
them. To the point of this essay, organizational 
boundaries can be between actively cooperating 
counterparties of similar mission (the Intelligence 
Community), or those boundaries can be with passive 
entities whose service-based cost structures are too 
attractive to ignore (notably Compute Clouds).

The more data we share, the more data we fuse, but 
fusing data of disparate provenance requires knowing 
a lot about that data, what is generally if imprecisely 
lumped together under the term "transparency." At 
the same time, the more transparency — which is to 

say the more data about data — the greater the risk of 
data misuse. We are all familiar with how inherently 
harmless data may be unshareable for no reason 
other than that that data’s existence (rather than 
their value) would reveal "methods," just as we are all 
familiar with failing to "connect the dots" because we 
did not share.

The Cybersecurity Model

Cloud Computing means network transmission of 
data to virtual machines. Virtual machines run in 
the context of a surrounding mechanism of external 
control, generally a hypervisor. A program can 
technically tell if it is running within a virtual machine, 
but the nature of that external control is not testable 
beyond, perhaps, whether the hypervisor is of Type 1 
(bare metal) or Type 2 (hosted). As such, information 
on the nature of that external control comes from the 
testimony of the Cloud operator as to its architecture, 
procedures, and track record. If satisfied with that 
testimony and if feasible recourse can be envisioned, 
then the Cloud operator can be trusted.

Where the Wild Things Are

Regardless of virtual machine type, "Infrastructure as 
a Service" (IaaS) Cloud providers have a management 
plane, which is to say that the virtual machine’s 
external control is not just the hypervisor, and that 
control plane is certainly not local to the hypervisor 
instance. In using someone else’s Cloud, one is 
directly exposed to, at minimum, traffic analysis. If 
the Cloud model is "Software as a Service" (SaaS), 
then the provider will also have access to essentially 
all network content at least insofar as the software 
being run as a service is not itself operating within the 
constraints of homomorphic encryption [see Guthery 
article in this issue].

As with the need to define "trust," the present 
author’s definition of "security" is the absence of 
unmitigatable surprise. This definition assumes that 
while there will be effort expended to avoid surprise, 
nevertheless unwelcome surprises will be met with 
prompt and effective mitigation. Under those two 
definitions, "trust" assumes that effective recourse is 
a satisfactory mitigation in the face of treachery.

The central engineering design requirement for a 
secure system is that there be "No Silent Failure" — 
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Security technology draws the fine 

line between the most information 

in play and too much information  

in play.

one cannot mitigate what one does not know has 
happened. In the IaaS setting, the existence of the 
management plane guarantees that from the point of 
view of the customer, his "No Silent Failure" goal can 
be approached but never achieved. Similarly, in the 
SaaS setting, the rather more dangerous possibility 
for silent failure is that the SaaS vendor becomes 
a vehicle by which one customer attacks another 
customer without attacking (and thus alarming) the 
SaaS vendor itself.

Making Lemonade

With some degree of literary abandon, we can 
characterize the necessity of data sharing as an 
irresistible force, and the possibility of silent failure 
as an immovable object. The question then becomes 
whether it is possible to turn misfeatures into 
features, to make lemonade from our lemons. Here 
is a suggestion: IF (1) the necessity to share data 
is irretrievably coupled to a mistrust of how those 
with whom it is shared will use it, AND IF (2) the 
economics of IaaS and SaaS are so operationally 
irresistible as to make them simply inevitable, AND 
IF (3) trust requires recourse, while recourse requires 
the absence of silent failure, THEN the present author 
suggests that Agency X shares its data with Agency 

Y by providing a robust Cloud environment where 
Agency Y can do whatever it wants to do with Agency 
X’s data. Agency Y’s accountability is enabled by the 
unavoidable misfeatures of Cloud structures (that 
Agency X can silently surveil Agency Y’s Cloud usage). 
What surprises do occur have minimum latency of 
discovery, and what Agency X does with, to, and for 
Agency Y can be mirrored in reverse for Agency X’s 
use of Agency Y’s data. Mutual mistrust, a given, 
morphs into mutual accountability by way of the Cloud 
management plane, the latter being invisible but 
known. And just as in the Treaty of Westphalia, any 
hostile action within Agency X’s Cloud that sources 
from Agency Y is Agency Y’s fault, and vice versa. 

This proposal moots the question of red team attacks; 
neither does Agency Y have a control reason to attack 
Agency X’s cloud nor vice versa. The results of Agency 
Y’s fusion of its data with that in Agency X’s cloud 
accumulate at Agency Y’s end of the connection. 
Agency X will have proof of what portion of its data 
was used by Agency Y should that ever need to be 
demonstrated to some other party that has the 
authority to demand such proof. In like vein, Agency X 
will be able to prove that it did affirmatively share data 
and with whom did it share it.  
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the virtualization “tax” is outweighed by the flexibility 
of re-purposing nodes, bursting, and the ability to 
“easily throw more nodes at a problem.”

Like many technical debates, there are merits to both 
approaches and there is no one-size-fits all solution. 
To date, most production Hadoop clusters have gone 
the bare metal route, but that trend may change over 
time. One of the early promoters of virtualizing Hadoop 
is Amazon.

There are many ongoing debates within the Cloud Computing community. One of the 

discussions that spans the three conceptual areas of data clouds, hosting clouds, and 

Big Data is the decision of whether or not to virtualize Hadoop instances. Hadoop — the 

technology that serves as the foundation for the MapReduce functionality behind many 

peta-scale data processing initiatives — is typically implemented using clusters of 

commodity computing hardware. 

While Hadoop jobs can arguably be “elastic” in nature, 
typically the clusters are relatively fixed in size (i.e. 
not very elastic). On one side of the discussion there 
is the “bare metal” camp, who rightfully states that 
Hadoop is resource-intensive, and that the overhead 
associated with virtualizing Hadoop significantly 
diminishes its value and efficiency. They argue that 
Hadoop should always be run on “bare metal” systems 
— sans virtualization technology. The other camp is 
the virtualization/elasticity camp, which argues that 

TACKLING THE HADOOP  
AND VIRTUALIZATION DILEMMA  
A Q&A session with Amazon’s Peter Sirota
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Peter Sirota, the General Manager of Amazon’s Elastic 
MapReduce offering, participated in a recent In-Q-
Tel Technology Focus Day. His presentation on using 
Hadoop in a virtualized and “elastic” infrastructure 
spurred a series of follow-on questions from IQT and 
other community members. Peter agreed to discuss 
some of these follow-on questions, and to shed 
some light on the drivers behind Amazon’s Hadoop 
implementation and service offering. While we weren’t 
able to get all of the details we would have liked, 
the conversation certainly provides insight into the 
merging of these two cloudy worlds.

IQT: Many people have heard the story behind the 
creation of EC2, but what was the initial driver 
behind the Elastic MapReduce service? 

PS: In 2008, we saw our customers starting to use 
Hadoop to address their Big Data problems. Despite 
Hadoop’s ability to lower the cost of development of 
distributed data processing applications, it was hard 
to configure and difficult to operate. We wanted to 
build a service that would help customers process 
their data without having to worry about configuration 
and management of Hadoop or the hardware 
clusters. That’s how the service started.

Does the Elastic MapReduce service use the same 
infrastructure as EC2, or does the service have its 
own infrastructure? 

Elastic MapReduce is built on top of EC2 infrastructure. 

Assuming customers are already familiar with  
the benefits of using Hadoop, what are the top 
reasons they typically choose to go with Amazon's 

Elastic MapReduce over building their own Hadoop 
server farms?

The decision typically comes down to the  
following considerations:

1.  No hardware to manage: Amazon Elastic 
MapReduce (EMR) removes the cost and 
complexities of managing Hadoop installations. You 
don’t have to wait months to order and rack 
machines, you don’t have to hire or train Hadoop 
administrators to configure and monitor your 
Hadoop clusters, you don’t have to worry about 
replacing machines that break. With Amazon 
EMR you can start Hadoop clusters with several 
clicks on the AWS web console or a single API 
call. These clusters are automatically configured 
based on the number and type of instances you 
choose. If machines fail, the Amazon EMR service 
automatically replaces them for you. 

2.  Easy to experiment: Amazon EMR reduces the 
cost of experimentation on data. Native integration 
with Amazon Simple Storage Service (Amazon S3) 
makes it easy to run multiple clusters on top of data 
to avoid contention. On-premise installations often 
require scheduling of workloads or waiting because 
capacity is not sufficient for a new idea. With 
Amazon EMR all these problems go away. If you 
have an idea, just spin up a cluster and test it 
without waiting.

3.  Reduce waste: Amazon EMR helps reduce waste 
in distributed computing. When provisioning 
capacity for on-premise clusters, customers need 

Prior to using Elastic MapReduce, 

Amazon internal teams had to 

overprovision their clusters by  

over 76 percent just to account for 

peaks in data processing.
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to answer two questions: how many computers to 
buy and what types of computers to buy. To answer 
these you have to understand what your utilization 
looks like, which depends on the kind of data you 
process and the type of applications you have. It is 
very difficult to make these calculations and even 
if you make them right, data constantly changes 
and applications evolve so your assumptions 
could quickly become dated. Because of these 
complexities, customers often overprovision to peak 
capacity requirements, which means that most of 
the time clusters run underutilized.

4.  Automatic upgrades: Amazon EMR makes it easy 
to use the newest technology. It is hard to upgrade 
on-premise clusters with the newest version of 
Hadoop because you have to stop your running jobs 
and you can’t always ensure the application will port 
clearly to a new cluster and run well at scale. With 
Amazon EMR, customers can spin up clusters with 
the newest version of Hadoop without shutting down 
their existing clusters and test at the same scale as 
their original clusters. 

5.  Low cost: Amazon EMR provides operational and 
development support for your Hadoop clusters 
starting as low as $50 per month.

When comparing “bare metal” implementations of 
Hadoop to the Amazon Elastic MapReduce approach, 
what has Amazon observed in terms of general 
virtualization overhead / performance decreases, 
and what range(s) does it advise its customers to 
factor into their assumptions?

Amazon EMR’s low cost and elasticity allow customers 
to easily add or remove as much capacity as they 

need based on specific data applications they run. If 
cluster requirements change from one application 
to the next, they can just resize the cluster. These 
mechanisms allow customers to substantially reduce 
waste associated with overprovisioning of hardware or 
running inefficiently between applications. In a typical 
“bare metal” on-premise installation, customers have 
to provision clusters for peak utilization or risk delays 
or contention on the cluster. This leads to a substantial 
overhead which doesn’t exist in a virtualized 
environment. Prior to using Elastic MapReduce, 
Amazon internal teams had to overprovision their 
clusters by over 76 percent just to account for peaks in 
data processing. After switching to Amazon EMR they 
can be 76 percent more efficient with their hardware. 

What is the largest Hadoop cluster (in terms of 
number of nodes) Amazon has seen deployed by  
one of its customers? 

AWS has businesses of all sizes running large-scale, 
Hadoop clusters with workloads in the thousands  
of nodes. 

There is clearly a lot of discussion within the 
MapReduce community regarding adding more 
Hadoop nodes vs. making existing nodes "beefier."  
Has the Amazon Elastic MapReduce team formed any 
opinions on this topic, and how do you advise your 
customers in regards to this discussion?

This depends on the application and data set. Some 
apps are CPU-bound, others require additional 
memory, and yet others can benefit from additional 
network I/O. Instead of trying to determine the lowest 
common denominator through a one-size-fits-all, 
on-premise cluster, we recommend our customers 
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benchmark against their specific application and 
determine the cluster size and node type that is ideal 
for them. 

While running Hadoop in a virtualized environment, 
does one see the same bottlenecks and bindings 
(CPU bound, RAM bound, I/O bound, etc.) as 
one would on bare metal, or has Amazon seen 
variations? And if so, what were those variations? 

While they will see many of the same bottlenecks in a 
virtualized environment as they will see on bare metal, 
with Amazon Elastic MapReduce customers can easily 
customize their cluster hardware type, the networking 
between nodes, and cluster size based on where they 
are bound. This gives customers the flexibility to meet 
the requirements of each unique application. 

When it came to performance tuning / 
instrumentation, did Amazon have to modify 
Hadoop, the virtual machine images, or its back-end 
infrastructure to optimize the environment? 

To run cluster workloads with high inter-node 
networking requirements, we introduced cluster 
instance type "CC1." We also substantially improved 
Hadoop file system support for Amazon S3.

If you had to pick one area that was the “hardest” 
when it came to creating virtualized instance of 
Hadoop, what would that area be?

Many workloads our customers run on Amazon  
EMR require unconstrained, low latency node-to-node 
bandwidth while maintaining high CPU and memory on 
instances. We had to develop a special instance type 
(CC1) and a very innovative networking infrastructure 
to support this requirement. Developing hardware 
and networking infrastructure that supports 10 Gbps 
node-to-node communication presented some of the 
toughest challenges.

Do most Amazon Elastic MapReduce customers 
typically use a single Hadoop virtual machine image, 
or are there multiple images in use by customers 
depending on varying factors? 

Amazon Elastic MapReduce provides a single machine 
image with two versions of Hadoop. Some customers 
require installation of additional packages or software. 
Amazon EMR enables customers to layer on software 
and additional customization through its bootstrap 
action feature, which makes it easy to install arbitrary 
software packages on EMR clusters. 

Do Amazon Elastic MapReduce customers typically 
make adjustments to the base virtual machine 
images, or do they typically use the virtual machine 
images "as is"?

Most customers use the Amazon Elastic MapReduce 
virtual machine as-is but use the bootstrap action 
feature to add additional packages or other software.

When considering Hadoop clusters in virtualized 
infrastructure (vs. bare metal), does Amazon 
recommend any changes to default replication 
factors for a given sized cluster?

Amazon Elastic MapReduce uses 2x replication for 
clusters under 20 instances and 3x after that.

Is a particular Hadoop cluster guaranteed to be 
physically all in a specific proximity to ensure 
performance? 

Hadoop performance depends in part on network 
throughput and latency between each node in a 
cluster. Amazon EMR works hard to make sure that 
its clusters have optimal bandwidth between nodes. 
Customers whose jobs are bound by network I/O are 
encouraged to try our clustered instances.   

Peter Sirota is the General Manager of Amazon Elastic MapReduce, a managed Hadoop web service that enables 
businesses, researchers, data analysts, and developers to easily and cost-effectively process vast amounts of data. 
Before starting Amazon Elastic MapReduce, Peter served as Sr. Manager of Software Development at Amazon Web 
Services, leading billing, authentication, and portal teams, and was responsible for launching the Amazon DevPay 
service. Prior to Amazon.com, he managed various development organizations at RealNetworks. 
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TECH
C O R N E R

To supplement the IQT Quarterly’s focus on technology trends, Tech Corner provides a practitioner’s point of 
view of a current challenge in the field and insight into an effective response. 

ENABLING DATA CENTER-BASED COMPUTING  
FOR THE ENTERPRISE

A technology overview from IQT portfolio company Teradici

Once upon a time, computing was all about the 
desktop PC. But as the PC world proliferated, it 
became more and more difficult to manage and 
maintain, even within the four walls of an enterprise. 
Today, enterprise IT has a massive problem controlling 
costs, ensuring compliance, maintaining security, 
providing mobility, and upgrading and managing their 
compliance resources.

Computing use in our daily lives has resulted 
in massively greater expectations on the part of 
corporate users who are no longer satisfied by the 
aging desktop, or even laptop, PC. The desktop PC is 
now outsold ten to one by mobile computing devices. 
Similarly, laptops are now being outsold by smart 
phones and tablets.

This new world of increased expectations in mobility, 
device flexibility, autonomy, and interaction is 
continually driving back into all aspects of enterprise IT.

Desktop virtualization held greater promise as a partial 
solution but early attempts to provide Virtual Desktop 
Infrastructure (VDI) suffered poor user acceptance as 
a result of inappropriate design choices in architecture 
and protocols. Applications beyond basic data entry 
became unusable over VDI, and remote working was 
only acceptable within the limits of a LAN.

Teradici has approached the problem in an entirely 
unique way. The company wanted to find a way to 

entirely separate the data and the computing power 
from the end user’s device, allowing the user to have 
any number of types of devices, while also providing 
IT with the ability to lock down the data and keep all 
computing within a closed, controlled environment. 
The user would receive only the pixels necessary to 
enjoy a responsive, rich experience, and be able to 
interact as though the computer were local. Such 
a scheme would allow desktop PCs to be replaced 
with minimal client devices, reduce maintenance and 
provisioning costs, and improve the work environment. 

Teradici developed the PC-over-IP® protocol (PCoIP®) 
as the basis of this new computing paradigm. The 
PCoIP protocol provides a highly efficient means of 
communicating between the host and the client. The 
protocol is realized in both software and silicon to 
enable third-party manufacturers to develop entirely 
new types of user devices. Teradici has also developed 
low cost host and client hardware to support PCoIP 
deployments, enhance performance, and enable 
greater VDI consolidation ratios.

PCoIP Technology Explained

PCoIP technology is the result of a breakthrough in 
display compression for connecting desktops over 
IP networks. It allows all enterprise desktops to be 
centrally located and managed in the data center, 
while providing the remote user — whether task 
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worker or power user — with high resolution, full 
frame rate 3D graphics and high-definition media, with 
full USB peripheral interoperability, locally over a LAN 
or remotely over a high-latency WAN. It compresses, 
encrypts, and encodes the entire computing 
experience at the data center and transmits it “pixels 
only” across a standard IP network to secure, stateless 
PCoIP zero clients, thin clients, and mobile devices.

The PCoIP protocol is implemented in several software 
configurations, including VMware View™, the industry 
leading desktop virtualization platform as well as in 
silicon for hardware accelerated performance and 
enhanced security. A growing ecosystem of over 30 
third-party vendors provide a wide variety of PCoIP 
products including server plug-in cards, rack and 
tower workstations, blade PCs, zero clients, integrated 
monitors, and IP phones with PCoIP capability.

Stateless. Simple. Secure. 

The ability of the PCoIP protocol to deliver host-
rendered, encrypted pixels means that a client’s only 
functions are to receive and decode the pixels and 
accept user commands from a keyboard and mouse. To 
do this, clients have no need for application operating 
system, which means they do not require a general 
purpose CPU, RAM, GPU, local disk drive, or cooling 
fan. They can be true zero clients. The net result of this 
simplicity includes benefits such as greater security, 
unique form factors, lower cost, easier manageability, 
higher reliability, and longer lifespan. 

Intrinsic Security

Security is a major advantage of the zero client 
approach. Since PCoIP zero clients are stateless, do 
not receive data, and transmit only pixels, they are 
intrinsically the most secure client endpoint available 
today. All data remains secure in the data center; there 
is no local data storage capability in a PCoIP zero 
client and no data traversing the network. Client anti-
virus programs or security updates are not required. 
Extensive USB security and authentication features 
are provided to remove the threat of unauthorized 
USB devices or download. Zero clients also support 
multiple-factor authentication, for use with biometric 
devices and smart cards.

OEM Customer Success Story

A key partner for Teradici is ClearCube, whose  
PC Blades have incorporated the PC-over-IP 
technology to support multiple secure networks. This 
system was recently utilized by Eglin Air Force Base 
to provide secure, high-performance computing for 
an F-15 testing facility, saving valuable workspace, 
decreasing support costs, and increasing security in 
this mission-critical facility.

Eglin Air Force Base is home to the Air Force Material 
Command’s Air Armament Center (AAC), which tests 
and evaluates non-nuclear munitions, electronic 
combat systems, and navigation/guidance systems. 
The Center plans, directs, and conducts the testing and 

COMPATIBLE ENDPOINT DEVICES
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evaluation of U.S. and allied air armament, navigation/
guidance systems, and command and control systems, 
including F-15s, F-16, F-22, and A-10 fighter jets.

Computing Performance Grounded Due to 
Space and Security Issues

In order to support users at various security clearance 
levels while complying with emissions security 
(EMSEC) requirements, the Operational Flight 
Program Combined Test Force (OFP CTF) of Eglin 
AFB had to utilize five different networks. These 
stipulations also required the Air Force Base to keep 
a one-meter distance between each network and 
between each desktop PC to prevent the transfer of 
sensitive data between networks.

The EMSEC space requirements posed an obvious 
logistical challenge, explains Roger Chilcott, a Senior 
Engineer working on the project. “If we had wanted 
to use desktop PCs for this architecture, we would 
have had to make a significant investment to increase 
space, power, and cooling at the user desks.” In 
addition to the space constraints caused by housing 
five different PCs at each user workstation, the cost of 
PC support was also prohibitive.

ClearCube Technology Gets  
Security Clearance

The OFP CTF turned to ClearCube for a more 
manageable solution that would meet the security 
and high-performance computing demands of its F-15 
testing facility, which collects data from F-15 fighter 
jets, performs development and operational testing, 
and ensures that all software upgrades made to the 
F-15 will work within the parameters of combat.

ClearCube removes the PC from the desk, compresses 
it to a PC Blade form-factor, and rack-mounts it in a 
secure, centralized location. The only items remaining 
at an end user’s desk are a keyboard, monitor, mouse 
and a PCoIP ‘zero client’: a small desktop device that 
connects all peripherals to the Blade through existing 
cabling infrastructure. Each PC Blade contains all 
standard components, including the latest Intel 

processors, memory, hard drives, and video cards 
as well as the Teradici PCoIP chipset. ClearCube PC 
Blades also support both copper and fiber cabling 
infrastructures, providing additional system protection.

Realizing the security and cost benefits of the 
ClearCube solution, the OFP CTF outfitted each of 
its employees with five PC Blades on five separate 
networks. Because the Blades were housed in 
different racks in the data center, the Air Force Base 
was able to comply with EMSEC provisions without 
incurring additional support costs or space demands. 
“There is no data transmitted from the user ports, 
so we can stack them together and keep them out of 
the way of the users,” said Chilcott. They also made it 
possible to accommodate twice the number of original 
users in one facility. The easy deployment of the 
Blades was also a key advantage in both time and cost 
savings. With PC Blades, everything is all in one place.

The OFP CTF was also able to significantly reduce the 
risk of data theft by keeping PC Blades in a secure data 
center and “locking out” users from attaching USB 
and removable storage drives. By restricting the use of 
mass storage devices such as disk drives and CD drives, 
Eglin prevented users from downloading sensitive data 
and uploading potentially harmful software.

Mission Accomplished 

The centralized location of the PC Blades enabled the 
OFP CTF’s IT staff to remotely manage the system 
without disruptive and time-consuming trips to the 
user’s workstation. If a PC Blade fails or needs to 
be moved or upgraded, IT can switch the user to a 
spare Blade within minutes and then perform repairs 
or alterations at a later point in time. When users 
need to move, their applications, data, settings, and 
preferences follow them to the next location, no matter 
where it is.

Chilcott reports positive feedback from users, as 
well as IT support staff who note the ease of support 
and maintenance. “ClearCube delivered security, 
manageability, and space savings at the desk. This is 
an optimized solution for us.”   

Teradici Corporation, an IQT portfolio company, developed PCoIP® (PC-over-IP®) technology, a unique remote display 
protocol that makes network delivered computing a viable corporate computing reality. The company enables an 
exceptional end user experience for data center-based computing. To learn more, visit www.teradici.com
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NEWS
The IQT Quarterly examines trends and advances in technology. IQT has made a 

number of investments in the Cloud Computing and Next Generation Infrastructure 

space, and several companies in the IQT portfolio are garnering attention for their 

unique solutions.

Cleversafe
Cleversafe, makers of dispersed storage technology, recently grabbed attention 

from sources such as Forbes and Network World for its innovative approach to 

distributed data storage. Cleversafe reduces the amount of space required to house 

large amounts of data, and it is proving to be a valuable tool for more and more 

organizations struggling with this challenge. The Cleversafe system breaks data 

into slices, encrypts it, and disperses it to different systems, allowing for secure 

and efficient storage of data. Cleversafe has been an IQT portfolio company since 

September 2010 and is located in Chicago, IL.   www.cleversafe.com

 
Power Assure
IQT portfolio company Power Assure is attracting attention from private companies, 

government, and investors alike for its unique approach to data center management. 

Power Assure’s products monitor server activity and analyze this data to help 

improve server performance and energy efficiency. The company recently completed 

a $13.5 million round of financing, evidence that as the Cloud Computing market 

grows, investors are focusing in on energy efficient solutions to support these large 

infrastructures. Power Assure is headquartered in Santa Clara, CA and joined the IQT 

portfolio in August 2011.   www.powerassure.com 

 
Cloudera 
Cloudera is an IQT portfolio company whose mission is to help organizations leverage 

the Apache Hadoop data management platform. Hadoop is a distributed file system 

commonly used by large organizations for data storage and analysis. Cloudera’s 

software platform, which allows businesses to utilize Hadoop in a comprehensive, 

streamlined way, has been implemented by a growing number of large organizations 

including AOL Advertising, NAVTEQ, and Groupon. IQT initially invested in Cloudera in 

December 2010. The company is located in Palo Alto, CA.   www.cloudera.com

 
RedSeal Networks
RedSeal Networks develops security assurance software that allows organizations to 

continuously assess and strengthen their cyber defenses. This IQT portfolio company 

is focused on mapping network traffic throughout large and complex systems to 

identify and understand vulnerabilities. RedSeal has established itself as a leader in 

cybersecurity with many high-profile customers including retail giants, airlines, and 

utility companies. Their experts have recently been cited in stories from Security Week, 

SC Weekly, and USA Today online. RedSeal Networks is based in San Mateo, CA and 

has been in the IQT portfolio since December 2010.   www.redsealnetworks.com






